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1 What is A/B testing?
A/B testing is a user experience decision-making methodology used to optimize marketing strate-
gies. It enables policymakers to make a reliable decision (two possible alternatives A or B) by
looking at data.

Figure 1: Two groups see different versions resulting in different conversion rates. [Source]

Some examples of A and B:

• Zalora’s increased its checkout rate by 12.3% by optimizing its product pages1. Zalora
is one of the fastest growing online fashion retailers in the Asia-Pacific region. Of the many
successful A/B tests that Zalora has run so far, one experiment that really stood out was
optimizing the design of product pages to highlight some of the brand’s rewarding features
like free return policy and free delivery services.

1Source: https://vwo.com/blog/ab-testing-examples/
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– The company came up with this hypothesis basis the data collected by its customer ser-
vice team. It contended that customers were unaware of Zalora’s free return policy due
to poor visibility of the feature on the product pages. The team soon made necessary
amendments and ran an experiment to note customer reactions. After running the test
for a significant amount of time, Zalora found that Variation outperformed the control.
By simply bringing uniformity in Zalora’s call-to-action button, the eCommerce giant
saw an increase of 12.3% in its checkout rate.

Figure 2: The control (left) and variation (right) of Zalora product pages.

• Humana’s Banner Test2. Humana tested two different banners on their homepage. A
simpler design plus a stronger call-to-action (CTA) led to 433% more click-throughs. In
the control variation, the CTA is not clear and in the test variation the CTA is clear.

Figure 3: The control (left) and variation (right) of Humana product pages.

2https://designforfounders.com/ab-testing-examples/
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• Mobile Games A/B Testing with Cookie Cats. (We will follow this example in our course.)
As players progress through the game they will encounter gates that force them to wait some
time before they can progress or make an in-app purchase. We will analyze the result of an
A/B test where the first gate in Cookie Cats was moved from level 30 to level 40.

Overall, the general steps of an A/B test can be summarized as:

Figure 4: The A/B testing process. [Source]

• Set your goal: Based on the business goal, a conversion metric is decided. Then, construct
a hypothesis based on the metric. For example, click-through rate, if a user is shown an
advertisement, do they click on it?

• Create/find variations: Decide on which feature you want to vary, such as changing the
colour or size of the call-to-action button.

• Run test: Randomly assign the users to test and control (A) group and alternative (B) group
for analysis. Conduct a suitable hypothesis testing based on the data.

• Analyze Results: Once the test is complete, you can analyze the results. Ask which variation
performed better and whether there was a statistically significant difference.

• Repeat: Repeat the same process, if we want to test another variation.

As indicated in the steps, determining a proper conversion metric is the key in A/B tests. Gen-
erally, the conversion metric can be categorized as two major classes, namely, discrete metrics
and continuous metrics.
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• Discrete (but ordered) metrics

– Click-through rate: if a user is shown an advertisement, do they click on it?

– Conversion rate: if a user is shown an advertisement, do they convert into customers?

– Bounce rate: if a user is visits a website, is the following visited page on the same
website?

• Continuous metrics

– Average revenue per user: how much revenue does a user generate in a month?

– Average session duration: for how long does a user stay on a website in a session?

– Average order value: what is the total value of the order of a user?

2 Hypothesis testing
A statistical hypothesis is a conjecture about a population parameter.

2.1 Hypothesis testing and proof of contradiction
To better understand the hypothesis testing, we begin with the proof by contradiction. In math-
ematics, proof by contradiction is a form of proof that shows the validity of a proposition, by
showing that assuming the proposition to be false leads to a contradiction. A mathematical proof
employing proof by contradiction usually proceeds as follows3:

1. The proposition to be proved is Ha.

2. We assume Ha to be false, i.e., we assume H0 = ¬Ha.

3. It is then shown that H0 implies falsehood.

4. Since assuming Ha to be false leads to a contradiction, it is concluded that Ha is in fact true.

Two important observations: (i) if it is shown that H0 implies falsehood, then we conclude Ha; (ii)
if we can not find the contradiction, we can not conclude anything. In particularly, we can not
conclude that H0 is correct.

Now, we use the same logic to construct a hypothesis testing. First, we come up with an
alternative hypothesis Ha, say B is not equal to A in click-through rate, that is,

Ha : δ = µB −µA ̸= 0.

We don’t know if Ha is correct or not, we try to use data to support our hypothesis (via the same
logic of proof of contradiction).

3Source: https://en.wikipedia.org/wiki/Proof_by_contradiction
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1. The proposition to be proved is Ha.

2. We assume Ha to be false, i.e., we assume H0 = ¬Ha. (H0 is so-called null hypothesis).

• In the example, H0 : δ = µB −µA = 0.

3. It is then shown that H0 implies falsehood (with the data).

• Falsehood here is interpreted as inconsistency with the observed data
• It is implemented by constructing a test statistic T (X1, · · · ,Xn) by aggregating the in-

formation of data. To compare the behavior of the test statistic under H0 and the em-
pirical estimate tn = T (x1, · · · ,xn).

• For example, if H0 says that T is around 0, but we observe that the empirical differences
are all around -100, this clearly leads to a contradiction.

• However, what if we observe the empirical differences are around -1, -0.1, -0.001,
0.0001? Can we be sure that there is a contradiction?

• Thus, we need to introduce a level of significance to measure the confidence of the
contradiction between H0 and the observed data.

4. Since assuming Ha to be false leads to a contradiction (with a high probability), it is con-
cluded that Ha is in fact true (with a significant level).

Goal: Due to the randomness of the data, we can not make a perfect decision, yet we want to
control the Type I error of the decision.

Remark 2.1. Recall the definition of Type I/II errors.

• A Type I error occurs if one rejects the null hypothesis when it is true.

• A Type II error occurs if one does not reject the null hypothesis when it is false.

Type I error = rejects the null hypothesis when it is true = mistakenly concluding a contradiction.
Thus, the level of significance is proposed to control the Type I error.

Remark 2.2. A significant level, usually denoted as α , is a custom parameter specified before the
hypothesis. It indicates that the (tolerant) probability of the null hypothesis is rejected even though
by assumption it were true. Alternative, it is a probability of we conclude there is a contradiction,
but actually there is not (probability of mistakenly rejecting the null hypothesis). Therefore, 1−α

is the probability of the validity of the contradiction. Typical significance levels are: 0.10, 0.05,
and 0.01.

Example 2.3. The biomedical company implements a large-scale clinical trial of 5,000 patients
with diabetes to compare the treatments. The company randomly divides the 5,000 patients into
two equally sized groups, giving one group one of the treatments and the other group the other
treatment. It selects a significance level of 0.05, which indicates it is willing to accept a 5% chance
it may reject the null hypothesis when it is true or a 5% chance of committing a type I error.
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Figure 5: Source: 10.1175/BAMS-D-13-00115.1

2.2 Reject region: when to reject?
Alternative, when we believe there is a contradiction? How to ensure that the probability of the
validity of the contradiction is at least 1−α? Suppose we know the distribution of T under the null
hypothesis, then we can find the reject region based on the alternative hypothesis and a significant
level.

For example, when Ha : µ ̸= 0, under the null hypothesis H0, the constructed test statistic
T ∼ N(µ,1) = N(0,1). However, after we’re observing the data, we find the empirical value of T
is tn = 100,000. It is almost impossible to observe T ≥ 100,000 if H0 is correct. Thus, we believe
(with a high probability) there is a contradiction to H0, then reject H0 and accept Ha. So, when
Ha : µ ̸= 0, we tend to reject H0 when the observed tn is too small or too large. But, how large is
too large?

Recall the goal of hypothesis testing is to control the Type I error under α . In the example, we
may make mistake, since there is still a possibility to observe T ≥ 100,000 under H0, even it is
very small. This corresponds the Type I error. In this light, we can determine the reject region via:

Type I Err = P
(
T is too small or too large|H0

)
= P

(
|T | ≥ t∗|H0

)
= α =⇒ t∗ = tα/2

Recall that rejecting the null hypothesis is to accept the alternative, thus the reject region is also
depend on the alternative hypothesis. Actually, it might be better to ask when to accept Ha.

Based on the same argument, we can summarize the rejection region in the following figure for
different alternative hypotheses.

Therefore, the rejection region of H0 (or accept region of Ha) is:

• Ha : µ < 0
tn ≤−tα , alternatively, p = P

(
T ≤ tn|H0

)
≤ α.

• Ha : µ > 0
tn ≥ tα , alternatively, p = P

(
T ≥ tn|H0

)
≤ α.
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Figure 6: Source: https://camilo-mora.github.io

Figure 7: Distribution of the Standardized Test Statistic and the Rejection Region. [Source]

• Ha : µ ̸= 0
|tn| ≥ tα/2, alternatively, p = P

(
|T | ≥ |tn||H0

)
≤ α.

Here, p is so-called the p-value, a probability of mistakenly rejecting the null hypothesis, or a
probability of observing tn under H0.

7

https://camilo-mora.github.io
https://saylordotorg.github.io/text_introductory-statistics/s12-04-small-sample-tests-for-a-popul.html


2.3 Conclusion
The philosophy of drawing conclusion of hypothesis testing is quite similar with proof by contra-
diction. Specifically, for proof by contradiction,

1. The proposition to be proved is Ha.

2. We assume Ha to be false, i.e., we assume H0 = ¬Ha.

CASE A :

3. It is then shown that H0 implies falsehood.

4. Since assuming H0 to be false leads to a contradiction, it is concluded that Ha is in fact
true.

CASE B :

3. We can NOT show H0 implies falsehood.

4. We can not include anything.

With the same manner, we mimic the conclusion of hypothesis testing:

1. The proposition to be proved is Ha.

2. We assume Ha to be false, i.e., we assume H0 = ¬Ha.

CASE A :

3. It is then shown that H0 implies falsehood with observed data at significant level α .

4. At the α% significance level, there is sufficient sample evidence to reject H0 and
support the claim of Ha.

CASE B :

3. We can NOT show H0 implies falsehood with observed data at significant level α .

4. At the α% significance level, sample evidence is NOT strong enough to reject the
null hypothesis H0.

2.4 Steps
We summarize the steps of hypothesis tests4.

• Set up the hypotheses and check conditions: Each hypothesis test includes two hypothe-
ses (null and alternative hypotheses) about the population. One must also check that any
conditions (assumptions) needed to run the test have been satisfied e.g. number of data and
independence.

4Source: https://online.stat.psu.edu/stat500/lesson/6a/6a.2
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• Decide on the significance level: This value is used as a probability cutoff for making deci-
sions about the null hypothesis. This alpha value represents the probability we are willing to
place on our test for making an incorrect decision in regard to rejecting the null hypothesis.
The most common value is 0.05 or 5%. Other popular choices are 0.01 (1%) and 0.1 (10%).

• Decide and Calculate the test statistic: Gather sample data and calculate a test statistic
where the sample statistic is compared to the parameter value. The test statistic is calculated
under the assumption the null hypothesis is true and incorporates a measure of standard error
and assumptions (conditions) related to the sampling distribution.

• Calculate probability value (p-value), or find the rejection region: A p-value is found by
using the test statistic to calculate the probability of the sample data producing such a test
statistic or one more extreme. The rejection region is found by using alpha to find a critical
value; the rejection region is the area that is more extreme than the critical value. We discuss
the p-value and rejection region in more detail in the next section.

• Make a decision about the null hypothesis: In this step, we decide to either reject the null
hypothesis or decide to fail to reject the null hypothesis. Notice we do not make a decision
where we will accept the null hypothesis.

• State an overall conclusion: Once we have found the p-value or rejection region, and made
a statistical decision about the null hypothesis (i.e. we will reject the null or fail to reject the
null), we then want to summarize our results into an overall conclusion for our test.

All this leaves one question unanswered: how to construct a test statistic, and how to find
its distribution?
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